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Using footage from body-worn cameras, we analyze the respect-
fulness of police officer language toward white and black
community members during routine traffic stops. We develop
computational linguistic methods that extract levels of respect
automatically from transcripts, informed by a thin-slicing study
of participant ratings of officer utterances. We find that officers
speak with consistently less respect toward black versus white
community members, even after controlling for the race of the
officer, the severity of the infraction, the location of the stop, and
the outcome of the stop. Such disparities in common, everyday
interactions between police and the communities they serve have
important implications for procedural justice and the building of
police–community trust.

racial disparities | natural language processing | procedural justice |
traffic stops | policing

Over the last several years, our nation has been rocked by an
onslaught of incidents captured on video involving police

officers’ use of force with black suspects. The images from
these cases are disturbing, both exposing and igniting police–
community conflict all over the country: in New York, Missouri,
Ohio, South Carolina, Maryland, Illinois, Wisconsin, Louisiana,
Oklahoma, and North Carolina. These images have renewed
conversations about modern-day race relations and have led
many to question how far we have come (1). In an effort to
increase accountability and transparency, law enforcement agen-
cies are adopting body-worn cameras at an extremely rapid pace
(2, 3).

Despite the rapid proliferation of body-worn cameras, no
law enforcement agency has systematically analyzed the massive
amounts of footage these cameras produce. Instead, the public
and agencies alike tend to focus on the fraction of videos involv-
ing high-profile incidents, using footage as evidence of innocence
or guilt in individual encounters.

Left unexamined are the common, everyday interactions
between the police and the communities they serve. By best esti-
mates, more than one quarter of the public (ages 16 y and over)
comes into contact with the police during the course of a year,
most frequently as the result of a police-initiated traffic stop (4,
5). Here, we examine body-worn camera footage of routine traf-
fic stops in the large, racially diverse city of Oakland, CA.

Routine traffic stops are not only common, they are conse-
quential, each an opportunity to build or erode public trust in the
police. Being treated with respect builds trust in the fairness of an
officer’s behavior, whereas rude or disrespectful treatment can
erode trust (6, 7). Moreover, a person’s experiences of respect or
disrespect in personal interactions with police officers play a cen-
tral role in their judgments of how procedurally fair the police
are as an institution, as well as their willingness to support or
cooperate with the police (8, 9).

Blacks report more negative experiences in their interactions
with the police than other groups (10). Across numerous studies,
for example, blacks report being treated less fairly and respect-
fully in their contacts with the police than whites (6, 11). Indeed,

some have argued that racial disparities in perceived treatment
during routine encounters help fuel the mistrust of police in
the controversial officer-involved shootings that have received
such great attention. However, do officers treat white commu-
nity members with a greater degree of respect than they afford
to blacks?

We address this question by analyzing officers’ language
during vehicle stops of white and black community members.
Although many factors may shape these interactions, an officer’s
words are undoubtedly critical: Through them, the officer can
communicate respect and understanding of a citizen’s perspec-
tive, or contempt and disregard for their voice. Furthermore,
the language of those in positions of institutional power (police
officers, judges, work superiors) has greater influence over the
course of the interaction than the language used by those with
less power (12–16). Measuring officer language thus provides
a quantitative lens on one key aspect of the quality or tone of
police–community interactions, and offers new opportunities for
advancing police training.

Previous research on police–community interactions has relied
on citizens’ recollection of past interactions (10) or researcher
observation of officer behavior (17–20) to assess procedural fair-
ness. Although these methods are invaluable, they offer an indi-
rect view of officer behavior and are limited to a small number
of interactions. Furthermore, the very presence of researchers
may influence the police behavior those researchers seek to
measure (21).
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tational linguistic techniques to automatically measure the
respect level that officers display to community members.
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In study 1, human participants rated officer utterances on sev-
eral overlapping dimensions of respect. With a high degree of
agreement, participants inferred these dimensions from officer
language. Even though they were not told the race of the stopped
driver, participants judged officer language directed toward
black motorists to be less respectful than language directed
toward whites. In study 2, we build statistical models capable of
predicting aspects of respect based on linguistic features derived
from theories of politeness, power, and social distance. We dis-
cuss the linguistic features that contribute to each model, find-
ing that particular forms of politeness are implicated in percep-
tions of respect. In study 3, we apply these models to all vehicle
stop interactions between officers of the Oakland Police Depart-
ment and black/white community members during the month
of April 2014. We find strong evidence that utterances spoken
to white community members are consistently more respectful,
even after controlling for contextual factors such as the severity
of the offense or the outcome of the stop.

Data
Our dataset consists of transcribed body camera footage from
vehicle stops of white and black community members conducted
by the Oakland Police Department during the month of April
2014. We examined 981 stops of black (N = 682) and white (N =
299) drivers from this period, 68.1% of the 1,440 stops of white
and black drivers in this period. These 981 stops were conducted
by 245 different officers (see SI Appendix, Data Sampling Process

for inclusion criteria). Per Oakland Police Department policy,
officers turn on their cameras before making contact with the
driver and record for the duration of the stop. From the 183 h
of footage in these interactions, we obtain 36,738 usable officer
utterances for our analysis.

Study 1: Perceptions of Officer Treatment from Language. We
first test whether human raters can reliably judge respect from
officers’ language, and whether these judgments reveal differ-
ences in officer respect toward black versus white community
members.

Respect is a complex and gradient perception, incorporating
elements of a number of correlated constructs like friendliness
and formality. Therefore, in this study, we ask participants to
rate transcribed utterances spoken by officers along five con-
ceptually overlapping folk notions related to respect and officer
treatment. We randomly sampled 414 unique officer utterances
(1.1% of all usable utterances in the dataset) directed toward
black (N = 312) or white (N = 102) community members. On
each trial, participants viewed the text of an officer utterance,
along with the driver’s utterance that immediately preceded it.
All proper names and places were anonymized, and participants
were not told the race or gender of the driver. Participants indi-
cated on four-point Likert scales how respectful, polite, friendly,
formal, and impartial the officer was in each exchange. Each
utterance was rated by at least 10 participants.

Could participants reliably glean these qualities from such
brief exchanges? Previous work has demonstrated that different
perceivers can arrive at similar judgments from “thin slices” of
behavior (22). In a similar vein, participants showed consistency
in their perceptions of officer language, with reliability for each
item ranging from moderate (Cronbach’s ↵ = 0.73) to high (↵ =
0.91) agreement (see SI Appendix, Annotator Agreement). These
results demonstrate that transcribed language provides a suffi-
cient and consensual signal of officer communication, enough to
gain a picture of the dynamics of an interaction at a given point
in time.

To test whether participant ratings uncovered racial group dif-
ferences, we averaged scores across raters to calculate a sin-
gle rating on each dimension for each utterance, then built
a linear mixed-effects regression model to estimate the fixed

effect of community member race across interactions, control-
ling for variance of a random effect at the interaction level.
Officer utterances directed toward black drivers were perceived
as less respectful [b = −0.23, 95% confidence interval (−0.34,
−0.11)], polite [b = −0.23 (−0.35, −0.12)], friendly [b = −0.24
(−0.36, −0.12)], formal [b = −0.16 (−0.30, −0.03)], and impar-
tial [b = −0.26 (−0.39, −0.12)] than language directed toward
white drivers (Fig. 1). These differences persisted even when con-
trolling for the age and sex of the driver (see SI Appendix, Model

Outputs for Each Rated Dimension).
Given the expected conceptual overlap in the five perceptual

categories we presented to the participants, we used principal
component analysis to decompose the ratings into their under-
lying components. Two principal components explained 93.2%
of the variance in the data (see SI Appendix, Principal Compo-

nent Analysis (PCA) Loadings for loadings). The first component,
explaining 71.3% of the variance and composed of positive load-
ings on the impartial, respectful, friendly, and polite dimensions
with some loading on the formal dimension, we characterize as
Respect, broadly construed. The second, explaining 21.9% of the
variance and composed primarily of a very high positive load-
ing on the formal dimension and a weak negative loading on the
friendly dimension, we characterize as Formality. This compo-
nent captures formality as distinct from respect more generally,
and is likely related to social distance.

Standardizing these factor scores as outcome variables in
mixed-effects models, we find that officers were equal in Formality
with white and black drivers [� = −0.01 (−0.19, 0.16)], but higher
in Respect with white drivers [� = 0.17 (0.00, 0.33)] (Fig. 1).

Study 1 demonstrates that key features of police treatment can
be reliably gleaned from officer speech. Participant ratings from
thin slices of police–community interactions reveal racial dis-
parities in how respectful, impartial, polite, friendly, and formal
officers’ language to community members was perceived. Such
differences were driven by differences in the Respect officers
communicated toward drivers rather than the Formality with
which officers addressed them.

Study 2: Linguistic Correlates of Respect. The methods of study 1
(human coding of 414 individual utterances), although effective
at discovering racial disparities in officer respect toward commu-
nity members in our dataset, cannot offer a general solution to the
analysis of body camera data. One problem is scale: Each year,
on the order of 26 million vehicle stops are made (5). Further-
more, using only a small sample of individual utterances makes it
impossible to study how police treatment varies over officers, or
how the interaction progresses across time in each stop.
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Fig. 1. (Left) Differences in raw participant ratings between interactions
with black and white community members. (Right) When collapsed to two
uncorrelated components, Respect and Formality, we find a significant dif-
ference for Respect but none for Formality. Error bars represent 95% confi-
dence intervals. PC, principal component.
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In this study, we therefore develop computational linguistic
models of respect and formality and tune them on the 414 indi-
vidual utterances; in study 3, we apply these models to our full
dataset of 36,738 utterances. Our method is based on linguistic
theories of respect that model how speakers use respectful lan-
guage (apologizing, giving agency, softening of commands, etc.)
to mitigate “face-threatening acts.” We use computational lin-
guistic methods (e.g., refs. 23–26) to extract features of the lan-
guage of each officer utterance. The log-transformed counts of
these features are then used as independent variables in two
linear regression models predicting the perceptual ratings of
Respect and Formality from study 1.

Our model-assigned ratings agree with the average human
from study 1 about as well as humans agree with each other.
Our model for Respect obtains an adjusted R

2 of 0.258 on the
perceptual ratings obtained in study 1, and a root-mean-square
error (RMSE) of 0.840, compared with an RMSE of 0.842 for
the average rater relative to other raters. Our model for Formal-
ity obtains an adjusted R

2 of 0.190, and an RMSE of 0.882 com-
pared with 0.764 for the average rater (see SI Appendix, Model

Comparison to Annotators for more details on how these values
were calculated). These results indicate that, despite the sophis-
ticated social and psychological cues participants are likely draw-
ing upon in rating officers’ utterances, a constrained set of objec-
tively measurable linguistic features can explain a meaningful
portion of the variance in these ratings.

Fig. 2 lists the linguistic features that received significant
weights in our model of Respect (arranged by their model coef-
ficients). For example, apologizing, gratitude, and expressions of
concern for citizen safety are all associated with respect. The
bars on the right show the log-odds of the relative proportion
of interactions in our dataset taken up by each feature, where
negative numbers mean that a feature comprised a larger pro-
portion of officers’ speech in interactions with black community
members and positive numbers mean the same for interactions

Fig. 2. (Left) Respect weights assigned by final model to linguistic features
and (Right) the corresponding log-odds of those features occurring in officer
speech directed toward black versus white community members, calculated
using Fisher’s exact test. †P < 0.1; ⇤P < 0.05; ⇤⇤P < 0.01; ⇤⇤⇤P < 0.001.

Fig. 3. Sample sentences with automatically generated Respect scores. Fea-
tures in blue have positive coefficients in the model and connote respect,
such as offering reassurance (“no problem”) or mentioning community
member well-being (“drive safe”). Features in red have negative coefficients
in the model and connote disrespect, like informal titles (“my man”), or dis-
fluencies (“that- that’s”).

with white community members. Example utterances containing
instances of the highest-weighted features for the Respect model
are shown in Fig. 3. See SI Appendix, Study 2 for full regres-
sion outputs and more detailed discussion of particular linguistic
findings.

Study 3: Racial Disparities in Respect. Having demonstrated that
people can reliably infer features of procedural justice from offi-
cer speech (study 1), and that these ratings can be reliably pre-
dicted from statistical models of linguistic features (study 2), we
are now able to address our central question: Controlling for
contextual factors of the interaction, is officers’ language more
respectful when speaking to white as opposed to black commu-
nity members?

We apply our models from study 2 to the entire corpus of tran-
scribed interactions to generate predicted scores for Respect and
Formality for each of the 36,738 utterances in our dataset. We
then build linear mixed-effects models for Respect and Formal-
ity over these utterances. We include, as covariates in our pri-
mary model, community member race, age, and gender; officer
race; whether a search was conducted; and the result of the stop
(warning, citation, or arrest). We include random intercepts for
interactions nested within officers.

Controlling for these contextual factors, utterances spoken by
officers to white community members score higher in Respect
[� = 0.05 (0.03, 0.08)]. Officer utterances were also higher in
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Respect when spoken to older [� = 0.07 (0.05, 0.09)] community
members and when a citation was issued [� = 0.04 (0.02, 0.06)];
Respect was lower in stops where a search was conducted [� =
−0.08 (−0.11, −0.05)]. Officer race did not contribute a signifi-
cant effect. Furthermore, in an additional model on 965 stops for
which geographic information was available, neither the crime
rate nor density of businesses in the area of the stop were sig-
nificant, although a higher crime rate was indicative of increased
Formality [� = 0.03 (0.01, 0.05)].

One might consider the hypothesis that officers were less
respectful when pulling over community members for more
severe offenses. We tested this by running another model on
a subset of 869 interactions for which we obtained ratings of
offense severity on a four-point Likert scale from Oakland Police
Department officers, including these ratings as a covariate in
addition to those mentioned above. We found that the offense
severity was not predictive of officer respect levels, and did not
substantially change the results described above.

To consider whether this disparity persists in the most “every-
day” interactions, we also reran our analyses on the subset of
interactions that did not involve arrests or searches (N = 781),
and found the results from our earlier models were fundamen-
tally unchanged. Full regression tables for all models described
above are given in SI Appendix, Study 3.

Another hypothesis is that the racial disparities might have
been caused by officers being more formal to white community
members, and more informal or colloquial to black community
members. However, we found that race was not associated with
the formality of officers’ utterances. Instead, utterances were
higher in Formality in interactions with older [� = 0.05 (0.03,
0.07)] and female [� = 0.02 (0.00, 0.04)] community members.

Are the racial disparities in the respectfulness of officer speech
we observe driven by a small number of officers? We calculated
the officer-level difference between white and black stops for
every officer (N = 90) in the dataset who had interactions with
both blacks and whites (Fig. 4). We find a roughly normal dis-
tribution of these deltas for officers of all races. This contrasts
with the case of stop-and-frisk, where individual outlier officers
account for a substantial proportion of racial disparities (27); the
disparities we observe here cannot be explained by a small num-
ber of extreme officers.

Because our model is able to generate scores across all utter-
ances in our dataset, we can also consider aspects of the trajec-
tory of interactions beyond the mean level of respect (Fig. 5).
Growth-curve analyses revealed that officers spoke with greater
Respect [b = 0.35 (0.29, 0.40)] and reduced Formality [b = −0.57
(−0.62, −0.53)] as interactions progressed. However, these tra-
jectories varied by community member race: Although stops of
white and black drivers converged in the Formality expressed
during the interaction [b = −0.09 (−0.13, −0.05)], the gap in
Respect increased over time [b = 0.10 (0.05, 0.15)]. That is, offi-
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Fig. 4. Kernel density estimate of individual officer-level differences in
Respect when talking to white as opposed to black community members,
for the 90 officers in our dataset who have interactions with both blacks
and whites. More positive numbers on the x axis represent a greater posi-
tive shift in Respect toward white community members.

cer Respect increased more quickly in interactions with white
drivers [b = 0.45 (0.38, 0.54)] than in interactions with black
drivers [b = 0.24 (0.19, 0.29)].

Discussion. Despite the formative role officer respect plays in
establishing or eroding police legitimacy (7), it has been impos-
sible to measure how police officers communicate with the pub-
lic, let alone gauge racial disparities in officer respect. However,
body-worn cameras capture such interactions every day. Compu-
tational linguistic techniques let us examine police–community
contacts in a manner powerful enough to scale to any number
of interactions, but sensitive enough to capture the interpersonal
qualities that matter to the police and public alike.

In doing so, we first showed that people make consistent
judgments about such interactions from officers’ language, and
we identified two underlying, uncorrelated constructs perceived
by participants: Respect and Formality. We then built compu-
tational linguistic models of these constructs, identifying cru-
cial positive and negative politeness strategies in the police–
community interactional context. Applying these models to an
entire month of vehicle stops, we showed strong evidence for
racial disparities in Respect, but not in Formality: Officers’
language is less respectful when speaking to black community
members.

Indeed, we find that white community members are 57% more
likely to hear an officer say one of the most respectful utterances
in our dataset, whereas black community members are 61% more
likely to hear an officer say one of the least respectful utterances
in our dataset. (Here we define the top 10% of utterances to be
most respectful and the bottom 10% to be least respectful.)

This work demonstrates the power of body camera footage
as an important source of data, not just as evidence, address-
ing limitations with methodologies that rely on citizens’ recollec-
tion of past interactions (10) or direct researcher observation of
police behavior (17–20). However, studying body camera footage
presents numerous hurdles, including privacy concerns and the
raw scale of the data. The computational linguistic models pre-
sented here offer a path toward addressing both these concerns,
allowing for the analysis of transcribed datasets of any size, and
generating reliable ratings of respect automatically. These mod-
els have the potential to allow for useful information about an
interaction to be extracted while maintaining officer and com-
munity member privacy.

The racial disparities in officer respect are clear and consistent,
yet the causes of these disparities are less clear. It is certainly
possible that some of these disparities are prompted by the lan-
guage and behavior of the community members themselves, par-
ticularly as historical tensions in Oakland and preexisting beliefs
about the legitimacy of the police may induce fear, anger, or
stereotype threat. However, community member speech cannot
be the sole cause of these disparities. Study 1 found racial dis-
parities in police language even when annotators judged that
language in the context of the community member’s utterances.
We observe racial disparities in officer respect even in police
utterances from the initial 5% of an interaction, suggesting that
officers speak differently to community members of different
races even before the driver has had the opportunity to say much
at all.

Regardless of cause, we have found that police officers’ inter-
actions with blacks tend to be more fraught, not only in terms
of disproportionate outcomes (as previous work has shown) but
also interpersonally, even when no arrest is made and no use of
force occurs. These disparities could have adverse downstream
effects, as experiences of respect or disrespect in personal inter-
actions with police officers play a central role in community
members’ judgments of how procedurally fair the police are as
an institution, as well as the community’s willingness to support
or cooperate with the police (8, 9).
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Fig. 5. Loess-smoothed estimates of the (Left) Respect and (Right) Formality of officers’ utterances relative to the point in an interaction at which they
occur. Respect tends to start low and increase over an interaction, whereas the opposite is true for Formality. The race discrepancy in Respect is consistent
throughout the interactions in our dataset.

We now have a method for quantifying these troubled inter-
actions. Although the circumstances of any particular stop can
vary dramatically, our approach allows us to measure aggre-
gate department-level trends, revealing disparities across hun-
dreds of interactions. These disparities are part of a constella-
tion of differences in officer language spoken toward black versus
white community members; a simple classifier trained on only the
words used by officers is able to correctly predict the race of the
community member in over two thirds of the interactions (see SI

Appendix, Linguistic Classification Accuracy of Race).
Future research could expand body camera analysis beyond

text to include information from the audio such as speech intona-
tion and emotional prosody, and video, such as the citizen’s facial
expressions and body movement, offering even more insight into
how interactions progress and can sometimes go awry. In addi-
tion, footage analysis could help us better understand what lin-
guistic acts lead interactions to go well, which can inform police
training and quantify its impacts over time.

The studies presented here open a path toward these future
opportunities and represent an important area of research for
the study of policing: Computational, large-scale analyses of lan-
guage give us a way to examine and improve police–community
interaction that we have never had before.

Materials and Methods
Data and Processing. The video for each traffic stop was transcribed into
text by professional transcribers, who transcribed while listening to audio
and watching the video. Extensive measures were taken to preserve pri-
vacy; data were kept on a central server, and transcribers (as well as all
researchers) underwent background checks with the Oakland Police Depart-
ment. Transcribers also “diarized” the text (labeling who was speaking at
each time point). We used the diarization to automatically remove all offi-
cer speech to the dispatcher or to other officers, leaving only speech from
the officer directed toward the community member. After transcription,
transcripts were manually cleaned up, heuristically fixing transcriber diariza-
tion errors, and correcting typographical errors involving utterance timing
so that all transcripts were automatically readable. Every utterance in the
dataset was processed with Stanford CoreNLP 3.4.1 (28) to generate sen-
tence and word segmentation, part-of-speech tags, and dependency parses
used for feature extraction and analysis.

The raw video footage associated with this paper was available for
our research purposes with the cooperation of the Oakland Police Depart-
ment, and naturally cannot be publicly distributed. However, we make avail-
able deidentified data frames for each study described here, so that other
researchers can replicate our results. We also release all of the code for the
computational linguistic models, as well as pretrained models that can be
run on arbitrary text.

Human Annotation of Utterances. A subset of 420 exchanges, consisting of
one officer utterance (defined as a “turn” of one or more sentences by tran-

scribers) and, if applicable, the immediately preceding community member
utterance were sampled from the corpus for annotation. Utterances were
sampled with the constraint that at least 15 words were spoken between the
two speakers, and that at least five words were spoken by the officer. These
utterances were grouped into seven “batches” of 60 utterances apiece. Due
to a data error, six duplicate utterances were annotated, but were excluded
from subsequent analyses, resulting in 414 unique utterances toward black
(N = 312) and white (N = 102) community members.

Each of 70 participants (39 female, Mage = 25.3) rated a batch of 60
of these utterances, such that each utterance was rated by at least 10
participants. On each trial, participants viewed the text of an exchange
between a police officer and a community member: the text of the offi-
cer utterance, as well as the text of the community member utterance
that immediately preceded it, if there was one. They then indicated,
on four-point bipolar Likert scales, how respectful, polite, friendly, for-
mal, and impartial the officer was in each exchange. Participants were
allowed to indicate that they could not rate an utterance on a partic-
ular dimension, but were encouraged to nonetheless indicate their best
guess. Participants had no other information about the interaction besides
the officer’s utterance and the immediately preceding community member
utterance.

All research was approved by the Stanford University Institutional Review
Board, and written informed consent was obtained from all raters before
their participation.

Computational Annotation of Utterances. Our model draws on linguistic
theories of politeness; the technical term “politeness” refers to how con-
cepts like respect, formality, and social distance take shape in language.
These theories suggest that speakers use polite or respectful language to
mitigate face-threatening acts (29–31).

Negative politeness is used to mitigate direct commands or other impo-
sitions that limit the freedom of action of the listener, for example, by
minimizing the imposition or emphasizing the agency of the interlocutor.
Such strategies are central to police–community interactions because of the
inherently coercive nature of a traffic stop. For instance, the use of the word
“please” can soften requests and provide a sense of agency or choice; apol-
ogizing (“sorry,” “excuse me”) can admit regret on the part of the officer
that some request is necessary; the use of hedges (“may,” “kinda,” “proba-
bly”) may reduce the perception of imposition.

Positive politeness is used to show that the speaker values the inter-
locutor and their interests, or to minimize the impact of actions that
could damage such a perception. Positive politeness strategies are also
crucial for police–community interactions, where the inherently unequal
social roles at play may necessitate a particular sensitivity to the commu-
nity member’s positive face. For instance, greetings and introductions can
establish a friendly context at the beginning of an interaction and convey
openness. Expressions of reassurance (“no big deal,” “don’t worry”) seek
to assuage the community member’s potential concerns in tense circum-
stances, and expressions of gratitude (“thank you”) serve to reduce the
perceived power differential by deferring to the actions of the commu-
nity member. Mentions of safety (“Drive safely now”) explicitly acknowl-
edge concern for the community member’s personal well-being. Refer-
ring expressions are another important component of positive politeness;

Voigt et al. PNAS | June 20, 2017 | vol. 114 | no. 25 | 6525

http://www.pnas.org/lookup/suppl/doi:10.1073/pnas.1702413114/-/DCSupplemental/pnas.1702413114.sapp.pdf
http://www.pnas.org/lookup/suppl/doi:10.1073/pnas.1702413114/-/DCSupplemental/pnas.1702413114.sapp.pdf


formal titles (“sir,” “ma’am,” “Mr.,” “Ms.”) and surnames may convey
a contrast with informal titles (“dude,” “bro,” “bud”) and first names
(31–33).

We also include features we expect to capture officer anxiety, such as
speech disfluencies (“w- well”) and commands to keep “hands on the
wheel,” which may contribute to a community member’s perception of dis-
respect. These are of a different character than the politeness strategies
discussed above, but we found that all analyses presented here hold true
even if these features are not included.

We use standard techniques to automatically extract features from the
text of each utterance (23–26). These features include lexicons (lists of
words). For example, to detect informal titles, we used an augmented ver-
sion of a word list from ref. 34. We also used regular expressions, such as for
detecting tag questions (“do that for me, will you?”), and syntactic parse

features, such as a feature that detects when “just” is used in constructions
as an adverbial modifier.

Features were modeled as log-transformed counts in each utterance, and
were used as independent variables in two linear regression models pre-
dicting the human perceptual ratings of respect and formality obtained in
study 1. They were introduced into the regression using stepwise forward
selection by R2 to remove features that don’t substantially contribute to the
model’s accuracy.

ACKNOWLEDGMENTS. This research was supported by the John D. and
Catherine T. MacArthur Foundation, with additional support from the
Stanford Institute for Research in the Social Sciences, the Stanford School
of Humanities and Sciences, and the Stanford Data Science Initiative. We
also thank the City of Oakland and the Oakland Police Department for their
support and cooperation.

1. President’s Task Force on 21st Century Policing (2015) Final Report of the
President’s Task Force on 21st Century Policing (Off Commun Oriented Policing Serv,
Washington, DC).

2. The White House (December 1, 2014) Fact sheet: Strengthening community policing.
Press release (Washington, DC). Available at https://obamawhitehouse.archives.gov/
the-press-office/2014/12/01/fact-sheet-strengthening-community-policing. Accessed
February 1, 2017.

3. Reaves B (2015) Local Police Departments, 2013: Personnel, Policies, and Practices (US
Dep Justice, Washington, DC), NCJ 248677.

4. Eith C, Durose M (2011) Contacts Between Police and the Public, 2008 (Bur Justice
Stat, Washington, DC).

5. Langton L, Durose M (2013) Special Report: Police Behavior During Traffic and Street
Stops, 2011 (Bur Justice Stat, Washington, DC).

6. Tyler TR, Huo Y (2002) Trust in the Law: Encouraging Public Cooperation with the
Police and Courts (Russell Sage Found, New York).

7. Tyler TR, Blader SL (2003) The group engagement model: Procedural jus-
tice, social identity, and cooperative behavior. Pers Soc Psychol Rev 7:349–
361.

8. Tyler TR, Bies RJ (1990) Beyond formal procedures: The interpersonal context of pro-
cedural justice. Applied Social Psychology and Organizational Settings, ed Carroll JS
(Lawrence Erlbaum, Hillsdale, NJ), pp 77–98.

9. Mazerolle L, Antrobus E, Bennett S, Tyler TR (2013) Shaping citizen perceptions of pol-
ice legitimacy: A randomized field trial of procedural justice. Criminology 51:33–
63.

10. Epp CR, Maynard-Moody S, Haider-Markel DP (2014) Pulled Over: How Police Stops
Define Race and Citizenship (Univ Chicago Press, Chicago).

11. Peffley M, Hurwitz J (2010) Justice in America: The Separate Realities of Blacks and
Whites (Cambridge Univ Press, New York).

12. Giles H, Coupland J, Coupland N (1991) Accommodation theory: Communication,
context and consequences. Contexts of Accommodation: Developments in Applied
Sociolinguistics, eds Giles H, Coupland J, Coupland N (Cambridge Univ Press, New
York), pp 1–68.

13. Gnisci A (2005) Sequential strategies of accommodation: A new method in courtroom.
Br J Soc Psychol 44:621–643.

14. Ng SH, Bell D, Brooke M (1993) Gaining turns and achieving high influence ranking
in small conversational groups. Br J Soc Psychol 32:265–275.

15. Nguyen VA, et al. (2014) Modeling topic control to detect influence in conversations
using nonparametric topic models. Mach Learn 95:381–421.

16. Prabhakaran V, Rambow O (2014) Predicting power relations between participants in
written dialog from a single thread. Proceedings of the 52nd Annual Meeting of the
Association for Computational Linguistics (Assoc Comput Linguist, Stroudsburg, PA),
pp 339–344.

17. Mastrofski SD, Parks RB, McCluskey JD (2010) Systematic social observation in
criminology. Handbook of Quantitative Criminology, eds Piquero AR, Weisburd D
(Springer, New York), pp 225–247.

18. Dai M, Frank J, Sun I (2011) Procedural justice during police-citizen encounters: The
effects of process-based policing on citizen compliance and demeanor. J Crim Justice
39:159–168.

19. Jonathan-Zamir T, Mastrofski SD, Moyal S (2015) Measuring procedural justice in
police-citizen encounters. Justice Q 32:845–871.

20. Mastrofski SD, Jonathan-Zamir T, Moyal S, Willis JJ (2016) Predicting procedural justice
in police–citizen encounters. Crim Justice Behav 43:119–139.

21. Mastrofski S, Parks RB (1990) Improving observational studies of police. Criminology
28:475–496.

22. Ambady N, Bernieri FJ, Richeson JA (2000) Toward a histology of social behavior:
Judgmental accuracy from thin slices of the behavioral stream. Adv Exp Soc Psychol
32:201–271.

23. Tausczik YR, Pennebaker JW (2010) The psychological meaning of words: LIWC and
computerized text analysis methods. J Lang Soc Psychol 29:24–54.

24. Prabhakaran V, Rambow O, Diab M (2012) Predicting overt display of power in writ-
ten dialogs. Proceedings of the 50th Annual Meeting of the Association for Compu-
tational Linguistics (Assoc Comput Linguist, Stroudsburg, PA), pp 518–522.

25. Danescu-Niculescu-Mizil C, Lee L, Pang B, Kleinberg J (2012) Echoes of power: Lan-
guage effects and power differences in social interaction. Proceedings of the 21st
International Conference on World Wide Web (Assoc Comput Mach, New York) , pp
699–708.

26. Danescu-Niculescu-Mizil C, Sudhof M, Jurafsky D, Leskovec J, Potts C (2013) A compu-
tational approach to politeness with application to social factors. Proceedings of the
51st Annual Meeting of the Association for Computational Linguistics (Assoc Comput
Linguist, Stroudsburg, PA), pp 250–259.

27. Goel S, Rao JM, Shroff R (2016) Precinct or prejudice? Understanding racial disparities
in New York City’s stop-and-frisk policy. Ann Appl Stat 10:365–394.

28. Manning CD, et al. (2014) The Stanford CoreNLP natural language processing toolkit.
Proceedings of the 52nd Annual Meeting of the Association for Computational Lin-
guistics (Assoc Comput Linguist, Stroudsburg, PA), pp 55–60.

29. Goffman E (1967) On face-work. Interaction Ritual: Essays on Face-to-Face Behavior
(Anchor, Garden City, NY), pp 5–45.

30. Lakoff RT (1973) The logic of politeness: Minding your p’s and q’s. Papers from the
9th Regional Meeting of the Chicago Linguistic Society, eds Corum C, Smith-Stark T,
Weiser A (Chicago Linguist Soc, Chicago), pp 292–305.

31. Brown P, Levinson SC (1987) Politeness: Some Universals in Language Usage
(Cambridge Univ Press, Cambridge, UK).

32. Wood LA, Kroger RO (1991) Politeness and forms of address. J Lang Soc Psychol
10:145–168.

33. Boxer D (1993) Social distance and speech behavior: The case of indirect complaints.
J Pragmat 19:103–125.

34. Krishnan V, Eisenstein J (2015) “You’re Mr. Lebowski, I’m the Dude”: Inducing address
term formality in signed social networks. Proceedings of the North American Chapter
of the Association for Computational Linguistics, eds Elangovan V, Eisenstein J (Assoc
Comput Linguist, Stroudsburg, PA), pp 1616–1626.

6526 | www.pnas.org/cgi/doi/10.1073/pnas.1702413114 Voigt et al.

https://obamawhitehouse.archives.gov/the-press-office/2014/12/01/fact-sheet-strengthening-community-policing
https://obamawhitehouse.archives.gov/the-press-office/2014/12/01/fact-sheet-strengthening-community-policing
http://www.pnas.org/cgi/doi/10.1073/pnas.1702413114


RACE AND OFFICER PROSODY  1 

  
 
 

The Thin Blue Waveform:  

Racial Disparities in Officer Prosody Shape Institutional Trust  

Nicholas Camp, Rob Voigt, Dan Jurafsky, and Jennifer Eberhardt 

Stanford University 

  



RACE AND OFFICER PROSODY  2 

Abstract 

 Across four studies with over 600 participants, the present research demonstrates 

a cycle through which everyday police-community interactions contribute to racial gaps 

in trust. We test whether racial disparities in interpersonal respect, across repeated 

interactions, erode institutional trust in the police, using a subtle interpersonal cue to 

hierarchy: an officer’s tone of voice. In Studies 1A/1B, lab and community participants 

rated officer tone from thin slices of traffic stop recordings of Black and White drivers. 

Participants were blind to the race of the officer’s interlocutor and the content of the 

officer’s words, yet they perceived officers’ tone as communicating more respect towards 

White (versus Black) men. In Studies 2 and 3, we manipulated participants’ exposure to 

repeated interactions, finding that disparities in officer tone shape participants’ mental 

representations of and institutional trust in the police. Together, these data illustrate the 

cycle through which interpersonal cues erode institutional trust across race. 
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Racial gaps in police-community trust are pervasive and persistent in the United 

States. One representative poll found that, while 42% of Whites reported having a great 

deal of confidence in their local police department, only 14% of Black respondents felt 

the same way (Pew Research Center, 2016). African-Americans are more likely than 

Whites to report having been subjected to intrusive questioning (Epp, Maynard-Moody, 

& Haider-Markel, 2014) and disrespectful treatment (Tyler, 2005; Tyler & Huo, 2002) in 

their routine encounters with the police. 

The manner in which officers communicate with the public in these exchanges is 

more than a matter of nicety. Citizens’ experiences of fair and respectful treatment at the 

hands of the police affect their perceptions of legal legitimacy, support for law 

enforcement, and even whether they themselves follow the law (Sunshine & Tyler, 2003; 

Tyler, 1990; Tyler & Lind, 1992). Police contacts are thus interpersonal encounters with 

institutional consequences. As representatives of the state, police officers literally give 

voice to the law: even among encounters with identical legal outcomes, an officer can 

express deference and understanding towards a citizen, or communicate in a manner that 

subordinates them.  

 Do police officers communicate in a more respectful and friendly manner 

towards White citizens than they do towards African-American citizens? With the 

widespread adoption of officer-worn body cameras, we can now observe police officers’ 

communication as it actually unfolds in their everyday interactions. Where past research 

has demonstrated racial disparities in officers’ language (Voigt et al., 2017), here, we 

examine another, more subtle cue: prosody, or the acoustic features of how police 
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officers speak to drivers. Using thin slices of officer speech captured on these recordings, 

we not only document how the prosodic content of these interactions varies across race, 

but also how such acoustic cues can contribute to a self-reinforcing cycle that undermines 

police-community trust.    

Prosody and Social Hierarchy 

Qualities such as the pitch, rhythm, and intonation of a voice convey a wealth of 

information about the speaker and their relationship to the interlocutor, leading some 

researchers to describe the voice as an “auditory face” (Belin, Bestelmeyer, Latinus, & 

Watson, 2011). From brief exposures to speech, observers can form reliable inferences of 

a person’s personality (McAleer, Todorov, & Belin, 2014), their race, gender, and 

physical size (Belin et al., 2011), and their emotional state (Belin, Fillion-Bilodeau, & 

Gosselin, 2008; Frick, 1985; Scherer, Johnstone, & Klasmeyer, 2003). 

Prosody is an especially strong indicator of the hierarchical relationship between 

interlocutors (Cheng, Tracy, Ho, & Henrich, 2016; Hall, Coats, & LeBeau, 2005, Kraus, 

Park, & Tan, 2017, Ko et al., 2015); indeed, meta-analyses indicate it is more closely 

linked to verticality than other nonverbal cues, such as posture or eye contact (Hall, 

Coats, & LeBeau, 2005). Such results demonstrate that qualities of the voice both reflect 

and reify social hierarchies.  For example, Ko and colleagues (2015) placed participants 

in either a strong or a weak negotiating position, then asked them to read a passage to 

their negotiation partner. Participants in a dominant negotiating position spontaneously 

adopted a lower-pitched, more monotone tone relative to those placed in a weaker 

position; a subsequent sample of participants used these prosodic cues to accurately 

gauge the speaker’s status in the negotiation.  
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The Present Research 

How might these dynamics apply to interactions between police and policed? The 

state grants officers immense power to detain, sanction, and even use force against 

citizens. Their authority, however, is grounded in citizens’ perceptions of their legitimacy  

(Tyler, 1990; Lind & Tyler, 1988). Citizens form these impressions, in large part, from 

interpersonal aspects of their interactions with the police: the extent to which officers are 

benevolent, respectful, and neutral actors (Tyler, 1994; Tyler & Lind, 1992). An officer’s 

manner of self-expression can contribute to this image, by expressing respect and 

friendliness, or undermine it, by communicating condescension and coldness.  

The correspondence between prosody and social hierarchy would suggest officer 

prosody tracks relations between officer and citizen; given the relational nature of police-

community trust, such prosodic cues could be consequential for citizens’ trust in the 

police. However, these aspects of officer communication have gone heretofore 

unexamined. In the present research, we analyze officer prosody in the most common 

police-citizen interaction: the traffic stop.  

Convergent evidence suggests that police officers may adopt a more respectful, 

inclusive tone towards White drivers. Past research have observed that doctors (Johnson, 

Roter, Powe, & Cooper, 2004) and teachers (Simpson & Erickson, 1983) adopt a more 

positive tone towards White interlocutors. Indeed, subtle racial biases in paraverbal and 

nonverbal behavior are common in a wide range of interactions (Dovidio, Kawakami, & 

Gaertner, 2002; Dovidio, Kawakami, Johnson, Johnson, & Howard, 1997; Hebl & 

Dovidio, 2005; Hebl, Tickle, & Heatherton, 2000). Not only do Black and White drivers 



RACE AND OFFICER PROSODY  6 

report different levels of interpersonal treatment in their interactions with the police 

(Tyler & Huo, 2002), linguistic analyses of traffic stops demonstrate that officers use 

more respectful language in their conversations with White drivers (Voigt et al., 2017).  

Consistent with this body of research, we predicted that officers’ prosody would 

convey more positive interpersonal treatment - greater respect, warmth, and ease - 

towards White citizens. Past studies have analyzed racial disparities in nonverbal cues by 

sampling from the behavioral stream: a “thin-slicing” approach (e.g. Weisbuch, Pauker, 

& Ambady, 2008). We employed a similar procedure, sampling body camera recordings 

to test for disparities in thin slices of actual officer prosody.   

    We further theorize that prosodic cues, while subtle, accumulate across repeated 

interactions to influence community members’ perceptions of institutions. Subsequent 

interactions are interpreted in light of this institutional trust. By exposing participants to 

different subsets of body camera recordings, we were able to experimentally test this 

hypothesis: we predicted that exposure to interactions in which officers communicate 

respect and warmth through their tone of voice would engender more trust than consistent 

encounters with officers who talked down to citizens.  

     

         Overview of Studies.   

Across four studies, we demonstrate how police officers’ voices communicate 

differential levels of respect towards Black and White drivers, as well as the effects such 

disparities hold for citizens’ trust in the police. To do so, we generated thin slices of 

body-worn camera recordings to capture officer communication during routine traffic 

stops. By removing the higher frequencies in the audio, we were able to render officers’ 
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words unintelligible while preserving their tone, allowing us to dissociate prosody from 

the content of their speech.   

In Studies 1A and 1B, we use these clips to examine the content of officer 

communication: the extent to which an officers’ tone communicates respect, comfort, and 

friendliness towards the driver, or, conversely, subordinates him. In Studies 2 and 3, we 

manipulate participants’ exposure to repeated interactions to gauge the consequences of 

these cues for citizens’ mental representations of officers (Study 2), and trust in police 

institutions (Study 3).  

 

Thin Slices of Officer Prosody 

 We sampled officer prosody from body camera footage of traffic stops conducted 

over the course of a month in a single, medium-sized city. To capture more common 

interactions, we limited our analyses to routine traffic stops (i.e. those that did not result 

in the arrest of the driver). We further chose to constrain our sampling to stops of male 

drivers. First, gender hierarchies may be communicated through more paternalistic 

cues(Glick & Fiske, 2001), which would appear warmer on their face. A second reason 

was, since approximately two-thirds of the stops in the month of data were of male 

drivers, we were limited in our power to detect gender moderation effects.  

From this population of stops, we generated thin-slice clips of officer prosody. 

Previous analyses of doctors’ and teachers’ tone of voice were conducted using raw audio 

of these interactions. A limitation of this approach is that the speaker’s words could 

interfere with the interpretation of their tone of voice, a potential confound given racial 

disparities in officer language. Further, since raters heard both parties to the interaction, 
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they could discern the race of the interlocutor. To address these challenges, we filtered 

out the frequencies required to discern the speakers’ words, a standard approach to 

isolating a speaker’s prosody from their language (see Rogers, Schererf, & Rosenthal, 

1971; Weisbuch & Ambady, 2008). We further removed the drivers’ speech from the 

audio channel, blinding the listener to the race of the officer’s interlocutor.   

The stimulus set for the present research was thus generated in three steps: first, 

by sampling interactions from the month of stops; second, by sampling a random window 

of officer speech within each interaction; lastly, by removing driver speech and filtering 

out the content of officers’ utterances.  

Sampling Interactions. We sampled 200 stops from the month of stop data: 100 

stops of White male drivers, and 100 stops of Black male drivers.1 The stops in the 

sample were conducted by 116 officers (11 Female, 105 Male; 47.4% White, 19.0% 

Latinx, 17.2% Asian, 13.8% Black, 2.6% Other), with an average of 1.72 stops per 

officer (SD= 1.59). 

Sampling Clips from Interactions. For each of these stops, we sought to capture 

a short (ten-second) clip of the interaction that contained at least four seconds of officer 

speech and occurred during the officer’s initial contact with the driver.  For each turn of 

officer speech in a stop, we created a ten-second window of speech, which was rounded 

to the end of nearest utterance. The clip was saved as a potential stimulus in the study if 

the officer spoke for at least four seconds in that window. For each interaction, we 

determined all possible clips meeting this criterion, then sampled one clip at random from 

																																																								
1	Due to an error in the selection algorithm, five stops had two clips from the interaction. 
Neither excluding these clips from analysis, nor including them in the mixed effects 
model through random intercepts affects our results.	
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this set. This yielded create a final stimuli set of 200 clips. On average, clips were 11.9 

seconds in length (SD=4.18 seconds), and clip duration did not differ by driver race, 

t(198)=.54, p=.59. 

Content-filtering Clips. We subsequently edited the clips in our stimulus set so 

that they contained only information about officer prosody. First, in order to blind 

participants to the identity of the driver, the driver’s speech was removed from the clip 

and replaced with brown noise, leaving only the officer’s speech. Second, we applied a 

low-pass filter using Praat software (Boersma, 2006) to remove frequencies above 500 

MHz (600 MHz for female officers). In effect, this process rendered officer’s words 

unintelligible, while preserving prosodic features such as the tone, rhythm, and quality of 

the officer’s voice (Rogers, Scherer, & Rosenthal, 1971; Scherer, Koivumaki, & 

Rosenthal 1972).  

 

Studies 1A and 1B: Racial Disparities in Officer Prosody 

 We first tested the extent to which officers’ prosody communicated respect and 

inclusion towards drivers, and whether this level of interpersonal treatment differed 

among Black and White citizens. In Studies 1A and 1B, participants rated the extent to 

which the officer’s tone elevated the driver’s status or minimized it; that is, whether the 

officer sounded friendly, at ease, and respectful towards the driver, or, conversely, 

whether the officer talked down to the driver and in a cold or tense manner.  

Two distinct samples of participants rated thin slices of prosody. Study 1A was 

conducted in a laboratory setting. Participants, most of whom were university students, 

listened to clips in separate rooms in a thirty-minute study session. However, researchers 
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have drawn increasing attention to the importance of generalization beyond university 

samples, who may be a unique population in many respects (Henrich, Heine, & 

Norenzayan, 2010). These participants’ experiences and perceptions of the police, in 

particular, may differ from those of the broader population.  

Therefore, in Study 1B, we expanded our sample to more closely approximate the 

population of motorists: patrons at a Department of Motor Vehicles office located in the 

same city from which the stimuli were sampled. Participants completed the study on a 

tablet equipped with stereo headphones while they waited for service. While this setting 

afforded less experimental control, it also allowed a more diverse community sample to 

give their impressions of our audio stimuli.  Here, we present a pooled analysis of officer 

prosody from these two samples (N=283 participants).  

Since participant raters were blind to both the race of the driver and the content of 

the officer’s speech, our study afforded a strong test of disparities in officer prosody 

directed towards White versus Black drivers.  

Study 1A.  84 participants (N female, Mage 23.44, SD=9.08) participated in Study 

1A for payment or course credit. The racial composition of the sample was 39% 

White/Caucasian, 12% Latinx, 14% Black/African-American, 26% Asian, and 8% 

multiracial/some other group.  

Based on a pilot study, we estimated that a sample of 200 clips and 80 raters 

would be sufficient to detect a small racial disparity (β=.2) with 87% power in a mixed-

effects design (Judd, Westfall, & Kenny, 2017; Westfall, Kenny, & Judd, 2014). In order 

to balance the demands of stimuli sampling and participant fatigue, we adopted a 

replication design (Judd et al., 2017): participants were blocked into four “replications” 
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of 50 stimuli each (half from stops of Black drivers, half from stops of White drivers), 

such that each replication had approximately 20 participants.  

Study 1B. Participants in Study 1B were recruited from a Department of Motor 

Vehicles location in a medium-sized west-coast city. Participants completed the study on 

tablets while they waited in line for service or for their number to be called. To meet our 

desired power for the study, we set a recruitment goal of 200 participants.  Ultimately, 

209 participants (N female, Mage 34.15, SD=13.22) were recruited, but 180 participants 

completed all 16 trials; participants who rated at least one clip (N=200) are included in 

the pooled analysis. The sample was 38.3% White/Caucasian, 11.7% Latinx, 23.3% 

Black/African-American, 11.7% Asian, and 15% multiracial/some other group).  

Participants completed the same task as in Study 1A, with three main changes. 

First, each participant listened to a smaller number of clips (N=16) on a tablet (running 

OpenSesame software; Mathôt, Schreij, & Theeuwes, 2012). Second, where Study 1A 

adopted a replication design, in Study 1B, clips were selected at random from the pool of 

200 clips. This design change was made to make the study easier to implement in the 

field, since up to eight participants could complete the study at any one time.  As a result,  

the number of raters per clip ranged from 7 to 23 raters.  

Lastly, in addition to the demographic measures as in Study 1A, we added three 

additional items pertaining to participants’ personal experiences with the police: whether 

they had been stopped before, and, if so, how fairly they thought the officer treated them 

in their most recent encounter, and how positive the outcome was for them personally.  

Procedure 
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Participants were recruited for a study on interpersonal interactions. Upon giving 

consent to participate, participants were informed that the purpose of the study was to see 

how much information people could glean from the tone of another person’s voice. 

Participants were further told that they would be listening to interactions between police 

officers and drivers, that had been edited to that they could only hear the police officer’s 

tone of voice. Participants then proceeded through the study at a self-guided pace. 

On each trial, participants first heard a content-filtered clip, then rated it on three 

dimensions: tension (whether the officer sounded tense or at ease), friendliness (whether 

the officer sounded cold or friendly towards the driver), and respectfulness (whether the 

officer sounded like they respected the driver or was talking down to him). 

For each of these dimensions, participants responded on a six-point bipolar scale 

(e.g. 1=Very Cold, 6=Very Warm), as well as a binary categorical judgment (e.g. The 

officer was cold/warm towards this driver). Lastly, participants indicated whether they 

were able to rate the clip along the dimension. Participants could click a button to replay 

a clip as many times as they saw fit. 

Results  

Our primary question of interest was whether officers’ tone communicated more 

positive interpersonal treatment-less tense, more friendly, and more respectful-towards 

White men than Black men. Participants indicated that they were able to rate officer 

speech on the provided dimensions in 94.8% of trials.  Participants’ scale ratings were 

combined by averaging into a single index of perceived officer treatment (α=.84). Results 

for individual items, along with binary choice responses, are described in the SOM. 
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Analysis strategy. In all analyses, we generalized linear mixed-effects models 

with cross-specified random intercepts for participants and stimuli (Baayen, Davidson, & 

Bates, 2008; Westfall et al., 2014). Such an approach lets us account for sampling 

variability in clips and participants in estimating the fixed effect driver race. Model 

comparisons indicated that adding each of these random effects terms significantly 

increased model fit. More complex models did not significantly improve model fit: 

including random slopes for driver race by participant (χ2(2)=.03, p=.98), or adding a 

third-level grouping for study (χ2(1)=.00, p=1.00). Since our data was pooled across two 

separate samples, we further included a fixed effect of sample (effects coded, -1 Study 

1A, 1 Study 1B) in the following analyses.  

Racial Disparities in Prosody. An analysis of this variable revealed that 

perceptions of officer treatment differed by race, βPooled= .15, t(198.42)=2.15, CI=[.01, 

.29]. Overall, participants perceived officer prosody towards Black drivers neutrally 

(M=3.51, CI=[3.38, 3.64]), but that officers communicated more positive treatment 

towards White drivers (M=3.67, CI=[3.54, 3.81]). This difference persisted even after 

controlling for a host of covariates: other features of the stop (driver age, whether a 

citation was issued), officer (officer race and gender), and rater (trust in the police, 

gender, subject race), β=.08 [.02, .14]. 

Where the above analysis shows mean differences in officers’ communication 

towards Black and White drivers, these differences could arise from consistent disparities 

in officer treatment across all interactions, or disparities in the relative frequency of 

positive or negative encounters. To explore this possibility, we used quantile regression, a 

form of regression that estimates quantile values rather than mean values. This analysis 
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lets us examine the distribution of racial disparities: for example, an effect of race in 

predicting a lower quantile would indicate racial disparities among negative interactions, 

where an effect of race in a higher quantile would indicate these disparities among 

positive ones. For each clip in our stimuli set, we computed the average treatment rating, 

then analyzed the magnitude of racial disparities throughout the distribution of scores. 

While there was no difference in the median treatment score of Black-directed 

and White-directed clips, (β=.18, [-.24,.40]), racial disparities emerged in the tails of the 

distribution: the lower quintile of treatment was more negative for Black drivers (β=.42, 

[.00, .75]), and the highest quintile more positive for White drivers (β=.16, [.01,.52]).  

Individual trust and the perception of officer prosody.  

 Alongside these stimulus-level disparities, our design let us examine participant-

level relationships between trust and perceptions of officer prosody. While procedural 

justice theory has long hypothesized that trust shapes citizens’ impressions of subsequent 

encounters (Tyler & Huo, 2002), past research has almost exclusively focused on 

participant self-report (c.f. Granot, Balcetis, Schneider, & Tyler, 2014). Since we exposed 

participants to the same stimulus set, we were able to test the extent to which 

participants’ preexisting trust and past experiences of fairness influenced their 

impressions of what officers’ prosody communicated.  

Participant trust. We computed a linear mixed-effects model predicting 

participants’ interpersonal treatment ratings, with fixed effects of participant trust and 

driver race, and random intercepts for stimuli and participant. As expected, participants 

with greater personal trust in the police perceived officer language more positively than 

participants who had less trust in the police (β= .14 [.08, .21], t(178.27)=4.51, p<.001).  
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Participant experiences. For the 144 participants in Study 1B who had been 

stopped by the police, how did their own experiences relate to their perceptions of officer 

prosody? To answer this question, we ran a mixed-effects model with three fixed effect 

terms: the clip driver race, how fairly the participant felt they had been treated in their 

last police encounter, and how favorable the outcome of that encounter was for the 

participant. Thus, we were able to test the relative influence of procedural fairness and 

outcome positivity in participants’ perceptions of officer speech.  Consistent with 

procedural justice theory, participants’ experiences of fairness in their most recent police 

encounter were a stronger predictor (β= .09 [.00, .18], t(139.37)=2.03, p=.04) than 

perceptions of outcomes (β= .03 [-.06, .12], t(137.93)=.72, p=.47).  

 

Study 1 Discussion 

Studies 1A and 1B demonstrated racial disparities in the content of officer 

prosody: across lab and community samples, participants reported that officers 

communicated more respect and benevolence in their speech towards White drivers.  

While such disparities are small, our results suggest that subtle cues may have cumulative 

effects. Participants who were more trusting towards the police, as well as those who had 

experienced fairness in their own encounters, interpreted these cues in a more positive 

light than those who were less inclined to trust the police.  

In line with this possibility, we next demonstrate the consequences of repeated 

exposure to prosodic cues for citizens’ impressions of policing institutions. In Studies 2 

and 3, we exposed participants to multiple clips, sampled from different subsets of the 
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stimuli set: clips with positive versus negative officer prosody (Study 2), and clips of 

Black-directed or White-directed speech (Study 3).  

 

Study 2: Prosody and Institutional Representations 

 Police encounters are not isolated incidents; over time, citizens are likely to have 

several contacts with law enforcement. Indeed, in 2008 alone, approximately 25% of 

stopped drivers had been pulled over multiple times that year (Bureau of Justice Stasitics, 

2008). Over multiple encounters, might subtle interpersonal cues such as prosody 

influence the manner in which citizens mentally represent the police? If so, a citizen who 

is spoken to with warmth and respect may have a different picture of the average police 

officer than a citizen who is talked down to in their interactions with the police.  

In Study 2, we experimentally exposed participants to one of two sets of clips: 

either the 40 most positively-rated thin slices from Study 1A, or the 40 most negatively-

rated clips. Given the racial disparities in officer prosody in Study 1, the most negative 

clips were more likely to be directed towards Black drivers (OR= 2.48, [1.21, 5.28], 

p=.02), while the most positive clips tended to be directed towards White men (OR= 

1.88, [.94, 3.92], p=.08). 

We assessed participants’ mental representations of police officers from these two 

sets of interactions using reverse correlation (Dotsch & Todorov, 2012), a method of 

quantifying visual representations. This technique uses participants’ judgments of visual 

stimuli to construct a classification image (CI): a picture capturing their mental 

representation of a particular group or dimension. For example, reverse correlation has 

been used to examine the facial markers of trustworthiness (Dotsch & Todorov, 2012), 
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depictions of welfare recipients (Brown-Iannuzzi, Dotsch, Cooley, & Payne, 2017), and 

the effects of scarcity on representations of minorities (Krosch & Amodio, 2014).  Here, 

we employ this technique to assess the relationship between officer prosody and 

participants’ mental representations of a typical police officer from the same department.  

Study 2 proceeded in two phases. In the image-generation phase, participants 

listened to either the most positively-rated or the most negatively-rated clips in our 

stimuli set, then selected officer photos they thought belonged to same department. From 

these responses, we generated a separate composite image for participants  condition. 

Then, during the image-rating phase, a separate set of participants compared these 

composites along several dimensions relating to trust and fairness.  

Image-generation phase  

Data collection. Our data collection plan for Study 2 was to enroll as many 

participants as possible over the course of a single academic quarter. Ultimately, 110 

participants completed the image-generation phase of Study 2 for payment or course 

credit (Mage=21.8, SD= 7.1; racial composition: 21.8% Asian, 14.5% Black/African-

American, 15.5% Latinx, 5% Multiracial, 1.8% Native American, 41.8% 

White/Caucasian). Due to a computer error, data for the reverse correlation task was not 

recorded for one participant.  

 Participants were instructed that they would be forming impressions of police 

officers in a medium-sized city, “Westmore”. Participants alternated between a listening 

task, in which they listened to content-filtered clips of traffic stops ostensibly conducted 

in Westmore, and a reverse correlation task, in which they chose images that matched 

their mental image of a typical Westmore police officers. In each block, participants 
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listened to ten content-filtered clips, followed by 100 trials of the reverse correlation task. 

After completing four blocks (i.e. listening to 40 clips and completing 400 trials of the 

reverse correlation task), participants answered manipulation check items and provided 

demographic information before being paid and debriefed. 

 Listening task. In the listening phase of each block, participants listened 

to ten content-filtered clips, ostensibly of traffic stops conducted in Westmore. We 

randomly assigned participants to one of two conditions. In the positive prosody 

condition, participants listened to the 40 clips rated most positively in Study 1A; in the 

negative prosody condition, participants listened to the 40 clips from the most negative 

quintile of Study 1A.  

While participants heard all 40 clips over the course of the experiment, the order 

in which they were presented was random. Each clip played once, followed by a chime. 

Upon hearing the chime, participants pressed a key to advance to the next clip in the 

block. After listening to ten clips, the participant switched to the image classification 

task.  

Image Classification Task. In a reverse correlation design, participants classify 

many pairs of images along a dimension of interest, which are then used to create the 

classification image corresponding to that dimension. Each pair is derived from a single 

base image: a layer of random sinusoidal noise is superimposed on the base image to 

form one stimulus, and the inverse pattern is superimposed to form the other stimulus. 

The patterns participants select are averaged and superimposed on the base image to 

obtain the classification image (for an overview, see Brinkman & Dotsch, 2017).    
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We created a base image using personnel photos of officers in the same 

department from which the prosodic clips were sampled. We randomly sampled officers 

from the personnel list, choosing the first ten officers who had a neutral expression and 

who did not wear glasses. These ten faces were then averaged together using Fantamorph 

software to create a single base image. We generated 400 pairs of stimuli for the image 

classification task using the rcicr R package (Dotsch, 2016).  

On each trial of this task, participants viewed a pair of images, presented side by 

side. Participants were asked to choose which officer of the pair was in the Westmore 

Police Department. The order in which stimuli pairs were presented over the course of 

the study was randomized. Participants completed 100 trials of the classification task in 

each block, and then switched back to the listening task.  

 

Manipulation Check. As a manipulation check, participants were asked to rate 

the extent to which the officers in the clips they heard communicate respect towards 

drivers, talk down to drivers (reverse-coded), sound at ease with drivers, sound tense 

with drivers, sound friendly towards drivers, and sound cold towards drivers (reverse-

coded) on a 1 (almost never) to 5 (almost always) scale (α=.88). As anticipated, 

participants in the positive prosody condition viewed Westmore officers’ interpersonal 

treatment more positively (M=3.29, [3.20, 3.38]) than participants in the negative 

prosody condition (M=3.08, [2.99, 3.17], t(108)=3.27, p<.01, d=.60).  

Image-rating phase  

We created classification images separately for each condition, based on the 

images participants selected as Westmore police officers. In order to measure the 
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differences between these two representations of the police, we recruited a second set of 

participants from Amazon Mechanical Turk (MTurk) to compare the classification 

images on a range of dimensions relevant to procedural justice.  

In order to have at least 80% power to detect a small-to-moderate difference 

between the images (d=.35), we set a recruitment goal of 70 participants. 85 participants 

were recruited, but 18 failed an attention check and were excluded prior to analysis, 

resulting in a final sample size of 69.  

 Procedure. Participants were recruited from MTurk for a study on impressions of 

organizations, and told that they would compare composite images of officers from 

different police departments. On the next page, participants viewed the two classification 

images side-by-side in a counterbalanced order. They then indicated which officer was 

more likely to engage in a range of behaviors, both procedurally fair (engaging in 

community policing, treating stopped drivers with respect) and unjust (treating citizens 

rudely, being accused of racial profiling). Participants used a slider to which composite 

was more likely to engage in the behaviors on a seven point scale (1=definitely the left 

image, 7=definitely the right image).  

 Results. Figure 4 displays the results for all items, along with the classification 

images. Responses were analyzed to test whether participants’ ratings were significantly 

higher (classification image from positive prosody condition more likely) or lower 

(classification image from negative prosody condition more likely) from the midpoint of 

the scale (neither classification image more likely). As these items were highly correlated 

with each other (α= .97), they were combined into a single index of procedural fairness.  
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The classification image generated by the participants in the positive prosody condition 

was judged as more procedurally fair than the image participants in the negative prosody 

condition generated (M=2.38 [2.00, 2.75], t(68)=3.29, p<.01, d=.37).  

 In summary, the findings of Study 2 suggest.  

 

Study 3: Racial Disparities in Prosody and Institutional Trust 

 Study 2 demonstrates that prosodic cues, over repeated interactions, can influence 

the mental image citizens have of the police. When picturing a typical police officer, 

participants who witnessed more respectful and inclusive prosodic cues had a more 

trustworthy individual in their mind’s eye, relative to participants exposed to more 

negative interactions.  

Such results provide experimental evidence for the link between officers’ 

interpersonal behavior and how citizens represent the police. Moreover, to the extent that 

these cues differ in officers’ interactions with White and Black citizens, our results 

suggest that such divergent experiences would result in different levels of institutional 

trust. Recall that a majority of the clips in the negative condition were from stops of 

Black men, and, conversely, most of the more positive clips condition were directed 

towards Whites. 

In Study 3, we sought to replicate and extend these findings. As in Study 2, 

participants listened to several interactions before forming an impression of a single 

police department. However, in Study 3, we directly tested the effects of racial disparities 

in prosody by manipulating whether the clips participants heard were sampled from stops 

of Black male drivers, or stops of White men.  
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Study Procedure Participants were recruited from the same DMV office as in Study 1B. 

In order to have at least 80% power to detect a small-to-moderate difference between 

conditions (d=.35), we set a recruitment goal of 260 participants for the academic quarter 

in which the study was conducted. 281 people participated in the study within this period, 

but 34 did not complete dependent measures, due to technical difficulties or being called 

for service, leaving a final sample size of 247 participants. The demographic composition 

of the sample was as follows: 53.7% male, 43.4% women, 2.9% 

transgender/nonbinary/declined to answer, and 31.3% White/Caucasian, 33.1% 

Black/African-American, 12.5% Asian/Asian-American, 9.3% Latinx, and 6.8% 

multiracial. 80% of participants had been stopped by the police at least once. 

 Participants were recruited while they waited in line for a study on community 

interactions. Upon giving consent, participants were told that they would hear filtered 

excerpts of traffic stops from a single police department, and that their task was to form 

an impression of the department from those interactions. Participants proceeded to listen 

to 20 clips from the same stimulus set used in Studies 1 and 2. However, we manipulated 

whether these clips were sampled from the pool of stops of Black male drivers, or from 

the pool of stops of White male drivers. After listening to the clips, participants advanced 

to the dependent measures of interest, then completed the same demographic measures as 

in Study 1B. . 

 Perceptions of officer prosody. First, participants provided their impressions of 

the set of clips that they heard. Using the same six-point bipolar scales as in Study 1, 

participants rated how generally respectful, warm, and tense the clips they heard were.  
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 Institutional trust. Next, participants completed five items measuring their trust 

in the the police department from which the clips came (α= .91): the extent to which the 

police department cared about the community, the degree to which officers in that 

department tried to do right by the people they served, and the level of trust they would 

have in that department’s officers to treat them fairly. For each item, participants 

responded on a five-point scale, ranging from 1=Not at all to 5= A great deal.  

  

Results 

 Racial disparities in officer prosody. We averaged participants’ judgments of 

officers’ interpersonal treatment -how at ease, friendly, and respectful they perceived the 

clips they heard- into a single composite (α= .68). Replicating Study 1, participants 

judged clips of White stops (M=4.00) more positively than those sampled from Black 

stops (M=3.67; t(DF)=2.32, p=.02, d=.35).  

 Prosody and institutional trust. What consequences did these disparities have 

for participants’ institutional trust? In line with our predictions, participants who were 

exposed to officer speech directed towards Black drivers were less trusting of the police 

department (M=2.82) compared to those who heard clips from stops of White men 

(M=3.11;t(243)= 2.28, p=.02, d=.29). This difference persisted even after controlling for 

participants’ gender, race, age, political orientation, and personal trust in the police, 

β=.21 [.00, .41], t(230)=2.00, p=.05. Of these covariates, trust in the police was the only 

other significant predictor of participants’ perceptions of the department (β=.56 [.45, .66], 

t(230)=10.51, p<.001). 
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We conducted a series of mediation analyses to test whether participants arrived 

at these divergent views because of disparities in officer prosody (see Figure 5). 

Participants’ perceptions of these prosodic cues were indeed correlated with their 

institutional trust, b=.56, SE=.04, p<.001. After accounting for these perceptions, there 

was no relationship between condition and institutional trust b=.10, SE=.10, p=.30.  

Following the recommendations of Shrout and Bolger (2002), we tested the 

indirect effect of perceptions of prosody on institutional trust with 1,000 bootstrapped 

samples using the mediation R package (Tingley, Yamamoto, Hirose, Keele, & Imai, 

2014). The indirect effect of driver race on department perceptions through prosody was 

significant, b=.19 [.02, .35], p=.03, mediating 64% of the direct effect. In other words, 

disparities in institutional trust were driven by the differences in officers’ prosodic cues 

in their interactions with White and Black men. 

 

Discussion 

One’s voice conveys a wealth of information about the speaker, from their 

emotional state to aspects of their identity. It also can mark whether the speaker is talking 

down or distancing themselves from a subordinate, or whether they are addressing 

someone of equal standing. These cues are subtle yet important signals in all interactions, 

but they carry additional weight when one party speaks on behalf of the state. A police 

department cannot be friendly, deferential, unwelcoming, or condescending, but an 

officer’s tone can communicate these qualities. As Studies 2 and 3 demonstrate, such 

cues can build or erode citizens’ institutional trust over repeated encounters. Taken 
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together, our data sheds light on a cycle which contributes to racial disparities in police-

community trust.  

First, the interpersonal content of these encounters differs across race: in their 

interactions with the police, White men are exposed to more friendly, respectful treatment 

than African-Americans. This is not to say that officers are invariably rude to African-

American men and unfailingly polite to Whites; indeed, participants judged most clips in 

our sample, of both Black and White-directed prosody, to be neutral. Nonetheless, racial 

disparities persisted accounting for a range of covariates, across community and 

laboratory raters, and after blinding participants to the driver race and the officer’s words.  

These differences may be modest when comparing individual thin slices of 

prosody, but our data reveal a second key insight: these cues accumulate over time. 

Indeed, the magnitude of this disparity was larger when participants rated a group of 20 

Black-directed or White-directed clips (Study 3) than when they rated individual thin 

slices (Studies 1A/1B). Moreover, over the course of repeated interactions, community 

members generalize their impressions to institutions. Subtle cues can have cumulative 

consequences for whether citizens represent officers (Study 2) and departments (Study 3) 

as worthy of trust.  

Citizens interpret officers’ communication through the lens of this trust. Across 

studies, we found that, independent of the racial disparities among our stimuli,  

participants’ trust in the police was a strong predictor of their perceptions of officers’ 

prosody. Likewise, among those who had been stopped in our sample, personal 

experiences of officer fairness, rather than positive outcomes, led to more positive 

evaluations of officer tone. Such results demonstrate that citizens’ trust in the police is 
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key in interpreting the ambiguities of everyday police encounters. They also suggest that 

an officer’s communication can have repercussions beyond the immediate interaction, as 

officers in future encounters benefit from that citizen’s trust or contend with their 

suspicion. 

Body Camera Footage as Data and as Stimuli 

Alongside these theoretical advancements, the studies here present a novel tool 

for understanding police-community relations: recordings of actual interactions between 

officer and citizen. Procedural justice research has demonstrated the significance of these 

everyday encounters using citizen self-reports, but this method cannot decouple citizens’ 

perceptions of police encounters from the exchanges themselves. Body camera 

recordings, in contrast, can expose individuals to encounters outside of their past personal 

experiences. The present research demonstrates two applications of these recordings for 

social psychological research.  

In Studies 1A and 1B, we treated recordings as data to examine the content of 

officer-communication. By sampling from the population of traffic stops, we could thus 

simultaneously examine variability in the content of these interactions (as in Voigt et al., 

2017), and among the individuals rating them (as in Granot et al., 2015). A second 

benefit of body camera recordings is that they provide a means of experimentally 

exposing individuals to different interactions; in other words, they are an ecologically 

valid source of stimuli. Here, we used this technique to examine the consequences of 

officer prosody, but future research can use recordings as stimuli to test other causal 

claims about officer behavior.  
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While these methods hold great promise, we note important limitations. First, the 

nature of traffic stop footage constrains our inferences. For example, we had insufficient 

power to test for disparities among stops conducted by particular officers (given the small 

number of stops conducted per officer), or for effects among in speech directed towards 

female drivers. While our findings are robust across participants, then, future research 

should examine consistency and heterogeneity in the disparities we report here.  

Another limitation to consider is that, in blinding participants to the race of the 

driver in our stimuli, we removed one speaker from a two-party conversation. We 

acknowledge that an officer’s communication in a given clip is, in part, a response to 

their interlocutor. However, given the power that police officers have in everyday traffic 

stops, they likely exert a greater influence in the interaction than those they stop (Giles, 

Coupland, & Coupland, 1991).  

Conclusion 

Police officers take on a dual role in their contacts with the public. They are 

simultaneously representatives of the state and the human face of the law. As such, their 

interpersonal communication carries institutional consequences, not only in what they 

say, but in how they say it. As the studies here show, racial disparities in these cues can 

accumulate to erode minorities’ trust in the police. However, they also suggest that police 

have the power to instill trust as well. 
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Figure 1. Study 1 Results for scale items (upper panels) and composite treatment scores 
(bottom panel). 

 

 
Figure 2 Stop clips used in studies, rank-ordered by perceived treatment. 
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Figure 3 Magnitude of racial disparity across levels of treatment in quantile regression. 
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Figure 4 Ratings for classification images generated from the negative and positive 
prosody conditions. Bars represent 95% bootstrapped confidence intervals. The dotted 
line represents the point of indifference between the classification images. 
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Figure 5 Mediation model of participants’ institutional perceptions in Study 3.  
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Are black drivers stopped under more discretionary circumstances
than white drivers? Police departments collect narrative descrip-
tions of stops that can answer this question, but their free-form na-
ture prevents researchers and police departments from using these
narratives for large scale analysis. We use natural language process-
ing techniques and devise automatic means to extract measures of
discretion from stop narratives. We apply this technique to an entire
year’s worth of stop narratives from the Oakland Police Department.
Black drivers were more likely to be stopped in high-discretion con-
texts than white drivers: black drivers had higher odds than white
drivers of being stopped for equipment violations, and for equip-
ment violations that were less severe than those of white drivers.
These disparities persist even after controlling for neighborhood and
officer-level variance. Our results demonstrate that black drivers are
more likely to interact with police officers in circumstances where
the justification for the stop is ambiguous, a finding that may have
crucial implications for racial gaps in police-community relations.

discretion | policing | racial disparities | race | ...

B lack and White Americans report stark di�erences in
their perceptions of racial bias in police encounters [1, 2].

A 2016 Pew survey found that 18% of Black Americans felt
that they had been unfairly stopped by the police in the
preceding year, whereas only 3% of White Americans felt
the same way [3]. Racial minorities are also more likely to
believe that the reason given by an o�cer for a stop is not
the true motivation for their decision, but simply a pretext to
act on their general suspicion towards minorities [4–6]. These
concerns are exacerbated in stops for minor tra�c o�enses.
Relative to more severe o�enses that pose a risk to drivers’ or
public safety, police o�cers have more discretion in deciding
whether or not to stop a driver for minor violations. Hence,
the more minor the violation for which a driver is pulled over,
the more ambiguous the o�cer’s motivation for the stop is for
that driver. Regardless of o�cer’s true intent, for minorities,
such stops blur the line between being pulled over and being
singled out. This perception, in turn, erodes their sense of
rights, dignity and standing within the community, and results
in distrust towards the police [7]. Consequently, it is crucial
for police departments and researchers alike to be able to test
whether, when black drivers are pulled over, it is more likely to
be in discretionary circumstances than white drivers: the very
stops in which the o�cer’s motives are the most ambiguous
to the driver.

Prior studies have addressed this question by surveying
citizens about their previous interactions with the police [6, 7].
Though such citizen surveys inform us about citizen percep-
tions of specific encounters, these perceptions may be shaped
by the longstanding suspicion toward law enforcement among
communities of color, essentially making these surveys less

suitable to answer whether drivers of color are indeed more
likely to be stopped for discretionary reasons. Police records
do document characteristics of the drivers whom o�cers stop,
but are often an impoverished source of information as to
the level of discretion employed in initiating the stops. As a
result, inferences about the use of o�cer discretion have been
constrained to an o�cer’s decision to search a vehicle [8, 9],
not their decision to conduct a stop in the first place.

We address these limitations using a novel source of police
data: the o�cer’s own narrative description of the stop. Police
departments require that o�cers articulate the justification
for each vehicle stop in a free-text narrative. These narratives’
use is often limited to investigations into the circumstances
that informed an o�cer’s decisions in a specific stop. Although
these reports are written in order to explain o�cer decision-
making, their free-form format requires individuals with legal
expertise to read and analyze each individual narrative. The
time and cost of such analysis makes it prohibitive at scale for
academics and police departments alike.

In this study, we demonstrate for the first time how Natural
Language Processing (NLP) techniques can help tap into
the wealth of information locked away in the stop narratives.
We build computational models that can comb through the
thousands of words and phrases in stop narratives to infer the
degree of discretion of each stop reliably and e�ciently. Thus,
we are able to automatically distinguish circumstances where
an o�cer is obligated to stop a driver in the interest of safety
from stops based more on an o�cer’s own discretion.

Significance Statement

Using a novel computer algorithm to read through officer nar-
ratives, we find that relative to whites, black drivers are more
often stopped in circumstances where the officer had greater
choice in whether to stop. They are more likely to be stopped
for equipment violations, and the equipment violations they
are stopped for are of lesser severity on average than that
of white drivers. These findings persist even after controlling
for neighborhood income rates, crime rates, and officer-level
variance. Ours is the first study demonstrating the value of
natural language processing techniques to tap into the wealth
of information that is currently inaccessible in the stop narrative.
Our method could pave the way for large-scale future research
using this data source, as well as serve as a means for police
departments to monitor law enforcement practices.
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We apply our approach to analyze discretionary patterns
in tra�c stops conducted by the Oakland Police Department
(OPD). First, we confirmed that narratives hold information
regarding o�cer information by having senior OPD o�cers
read tra�c stop narratives sampled from a month of stops and
rate levels of discretion used in making those stops. Police
o�cer ratings already revealed racial disparities in stop discre-
tion: black drivers are more likely than whites to be stopped
for minor equipment violations (versus more severe moving
violations).

We subsequently train NLP-based computation models of
stop type and severity using these o�cer ratings, that we
then use to estimate the type and severity of all vehicle stops
of black (N=7,245) and white (N=2,106) drivers conducted
by the OPD for tra�c violations between April 2013 and
March 2014. These methods not only let us test for racial
disparities in stop discretion in thousands of stops easily, but
also empower us to conduct multilevel analyses that control
for o�cer and location-level variability in use of discretion.
Even after accounting for a range of covariates, we still observe
racial disparities in stop discretion. Beyond documenting racial
disparities, we demonstrate the utility of our approach of using
natural language processing in assessing policy. Applying our
model to stops conducted in the period surrounding a change in
policy on discretion, we find that institutional attempts to limit
o�cer discretion reduced racial gaps in minor equipment stops.
In summary, we demonstrate that computational techniques
can not only shed light on inequities in policing, but o�er
guidance in mitigating them as well.

1. Human Expert Ratings of Discretion

The level of discretion available to police o�cers in initiating
a stop depends on their assessment of the o�ense, accounting
for the totality of circumstances. We first test whether the
narratives capture this information, and whether human ex-
perts trained to infer the discretion from narratives could do so
consistently. We recruited senior OPD o�cers with extensive
training and experience (N=13) as coders to read 905 stop
narratives of Black (N=603) and White (N=302) drivers taken
from a single month of vehicle stops. The coders were first
asked to identify the Stop Type depending on whether the
justification for the stop was an equipment violation (such as a
broken taillight), a moving violation (such as talking on a cell
phone), or some other reason (reasonable suspicion, actionable
intelligence). Coders then rated the stops identified as either
moving or equipment violations for Stop Severity on a scale
ranging from 1 (Very Minor) to 4 (Very Severe), as a measure
of the discretion the o�cer used in conducting the stop. We
obtained high agreement among coders in identifying the stop
type and moderate to substantial agreement in rating the stop
severity, confirming that the narratives do capture information
about discretion, and that trained human experts can encode
that information consistently.

We then assessed racial di�erences in discretion, both in
terms of the likelihood of being stopped for an equipment vio-
lation and in terms of the average severity of stops. The left
column of Figure 2 shows the results of these analyses. Consis-
tent with our characterization of stop discretion, o�cers judged
equipment violations to be less severe (M=1.53, SD=.75) than
moving violations (M=2.88, SD=.75), (t(903)=27.21, p<.001).
In other words, equipment stops were judged as more discre-

tionary than stops o�cers conducted for moving violations.
The odds of a black driver having been stopped in such discre-
tionary circumstances were 1.8 times greater than those for
white motorists (b=.62,z(903)=4.28, 95% Confidence Interval
for Odds Ratio [1.40, 2.46], p<.001).

Not only were black drivers more likely than whites to be
pulled over in equipment stops, the particular violations for
which they were stopped were more discretionary in nature.
That is, black drivers were pulled over for less severe equipment
violations than white drivers (b=-.28, t(900)=-3.2, p<.01). No
such disparities emerged among moving violations however
(b=.06, t(900)=.83, p=.41).

2. Computationally Inferring Discretion

It is important to know whether the findings from Section 1
persist beyond the month of April 2014; examining more nar-
ratives across longer time-scales could also help control for
di�erences across o�cers, or properties of the neighborhood.
But hand-labeling each narrative is not a practical solution to
extract information from the tens of thousands of narratives
written in each police department every year. We therefore
adopt a machine learning approach, using the stop type labels
and severity ratings assigned by expert o�cers to train NLP
models that can automatically deduce these ratings from new
stop narratives. Our novel method not only helps us validate
our hypotheses on larger amounts of data controlling for var-
ious factors, but it also provides a tool for law enforcement
agencies to routinely monitor discretion in all logged stop
narratives quickly, inexpensively, privately, and reliably.

We build two NLP models — a Stop Type Classifier that
automatically identifies whether a stop is caused by an equip-
ment violation, or a moving violation, and a Stop Severity

Predictor that assigns a real-valued severity score to the stops.
Both models are based on the support vector machine algo-
rithm, and both make use of a pre-processing classifier, O�ense

Labeler, that automatically detects the o�ense(s) for which
the o�cer initiated the stop, based on the vehicle codes and
words used in the narrative. For each narrative, the predicted
o�enses together with all word and phrases of two-word length
in the narrative are then used as input for the Stop Type
Classifier and Stop Severity Predictor. The algorithms rely
on phrases like stop sign or cell phone that are intuitive cues
to certain classes of stops, but also discover non-obvious cues
such as the association of words related to movement (e.g.,
during or approach) with moving violations. (Refer SI Section
X for details on these classifiers.)

Our models perform at approximately the same accuracy
as individual human coders. The Stop Type Classifier agrees
with the expert labels for 88.1% of the stops, better than the
average agreement of 83.9% obtained between pairs of experts.
The severity predictions correlate 0.68 with expert codings,
on par with the average correlation of 0.65 obtained between
pairs of experts. We also verified that model accuracy did not
significantly di�er as a function of the race of the driver. The
model was equally likely to assign the correct stop type for
black and white stops (b=-.22, OR [.62, 1.00], p=.07), and
for stops o�cers labeled as equipment or moving violations
(b=.36, OR [.92, 2.30], p=.12). Likewise, the extent to which
the model-predicted severity di�ered from o�cer ratings did
not vary as a function of driver race (b=-.02, t(903)=-.66,
p=.51) or stop type (b=-.07, t(903)=-1.33 p=.19).
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Fig. 1. Offense severity for the ten most common violations, plotted against the proportion of people stopped for each offense who are black. Point size represents the number
of citizens stopped for each offense

3. Racial Disparities in Use of Discretion

The computationally-labeled stop data allow us to expand our
analyses from the human-coded XXXX stops from a single
month to the 9,351 black and white drivers in a year-long
period spanning April 2013-March 2014. Ten types of o�enses
accounted for over two-thirds of these stops (N%). Figure 1
plots these o�enses weighted by their relative frequency, with
the severity of each o�ense plotted against the proportion of
drivers stopped for that o�ense who were black. For every
o�ense, this proportion exceeded the proportion of black Oak-
land residents, but was most extreme for the most frequent
o�enses (expired registration and missing license plate), which
together accounted for almost half of the stops. These of-
fenses are not only the most common, they are also the least
severe, meaning that o�cers have most discretion in their
enforcement.

Do the racial disparities in stop discretion for black and
white drivers observed from a single month of data generalize
to the entire year of data? Replicating our analysis of the
o�cer-labeled month of data over the full year of automatically
labeled data, we first tested whether black drivers were more
likely to have been stopped for equipment stops in the April
2013-April 2014 period (Figure 2, right half). Again, we found
that race was a significant predictor of whether a driver was
stopped for an equipment or moving violation (b=.37, OR
[1.31, 1.60], p<.001).

We similarly scaled up our analyses of the severity of the
o�enses for drivers were stopped in this year of data. We
regressed the model-predicted stop severity on driver race, stop
type, and the interaction of these variables, using stops where

our model predicted one and only one o�ense (N=7,617 stops).
This revealed that black and white drivers were stopped for
equally severe moving o�enses (b=.03, t(7,613)=1.5, p=.12),
but black drivers were pulled over for less severe equipment
violations (b=-.11, t(7,613)=-6.7, p<.001; interaction b=.14,
t(7,613)=5.43, p<.001). In other words, o�cers stopped black
drivers for more discretionary equipment violations, like an
expired registration or a broken license plate light, and white
drivers for comparatively more severe ones, such as broken
head lights.

Location-Level and Officer-Level Analyses. Computational
methods give us more than additional cases: their scale lets us
test whether di�erences in stop discretion are limited to spe-
cific neighborhoods or conducting o�cers, or pervasive across
contexts. Accordingly, we fit multilevel models at the location
and o�cer level to test alternative accounts of this disparity.

It could be the case, for example, that drivers in poorer
neighborhoods are less able to a�ord vehicle repairs; apparent
gaps in o�cer discretion would actually stem from racial
disparities in income. We therefore conducted a mixed-e�ects
binomial regression to predict the likelihood that a stop was for
equipment reasons, given features of drivers (age, race, and sex)
and the census tract in which the stop was conducted (tract
crime rate and income). Drivers who were stopped in poorer
neighborhoods were more likely to have been stopped for
equipment violations than drivers in wealthier neighborhoods
(— = .23, SE = 0.05, z = 4.66, p < .001). However, racial
disparities in the stop type persisted, even after controlling for
such neighborhood-level covariates (— = .13, SE = 0.03, z =
4.29, p < .001). Similarly, black drivers were stopped for more
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Fig. 2. Racial disparities in Discretion.
Left half: Using police o�cer ratings of severity (April 2014). Right
half: Using computer-coded severity estimates (April 2013 - March
2014) Above: Di�erences in probability of equipment stops. Below:
Di�erences in stop severity across di�erent races and stop types.

minor equipment stops than Whites, not just in concentrated
pockets of the city, but throughout Oakland, (— = -.11, SE =
.015, p<.001), such that black drivers were stopped for less
severe equipment violations than whites.

Another possibility is that this disparity stems from a subset
of o�cers who are more likely to conduct equipment stops of
African-American drivers. To test this account, we tested for
racial disparities accounting for variation among police o�cers,
both in their tendency to stop drivers for equipment versus
moving violations (i.e. random intercepts), as well as the
extent to which the reasons for their stops di�ered by race (i.e.
random slopes). Although the relationship between race and
stop context di�ered among o�cers (Maximum-likelihood test
‰2(2) = 50.19, p < .001), this did not account for disparities
in the stop context of white and black drivers. Again, black
motorists were more likely stopped for equipment violations
than white motorists (— = .33, z = 3.5, p < .001) generally, and
stopped for more minor, discretionary equipment infractions
than whites (—=-.12, t(316.6)=-5.88, p<.001).

4. Assessing the Impact of Policy Directives on Stop
Discretion with Stop Narratives

Thus far, we have used stop narrative analysis to measure
racial disparities in stop discretion. Now, we demonstrate its
utility in assessing police departments’ e�orts to guide o�-
cer behavior. Even though police o�cers always retain some
level of autonomy, departments have both formal and informal
means guiding o�cers’ discretion [10]: clarifying ambiguous
policies, setting priorities for enforcement, rewarding desirable
behaviors, or sanctioning undesirable ones. Just as policies
promoting o�cer discretion have contributed to racial dispari-
ties in stops [7, 11], can directives that limit o�cer discretion

Table 1. Summary of binomial mixed-effects model predicting stop
for equipment (versus moving) violation, controlling for driver and
census tract variables.

Dependent variable:

(Log-Odds of Equipment Stop)

(1) (2)

Driver Black 0.123úúú

(0.028)
Driver Male 0.076úú

(0.024)
Driver Age ≠0.076úú

(0.026)
Tract Crime ≠0.101 ≠0.112

(0.058) (0.058)
Tract Income ≠0.213úúú ≠0.168úúú

(0.046) (0.047)
Constant 0.617úúú 0.517úúú

(0.059) (0.062)

Observations 9,629 9,629
Log Likelihood ≠6,001.321 ≠5,980.668
Akaike Inf. Crit. 12,010.640 11,975.340
Bayesian Inf. Crit. 12,039.330 12,025.550

Note: úp<0.05; úúp<0.01; úúúp<0.001

reduce these gaps?
We address this question by analyzing stops following a

directive from the Oakland Chief of Police concerning tra�c
law enforcement. As part of its strategic plan, the Oakland
Police Department identified the high number minor equip-
ment violations as an obstacle to community trust. In March
2016, a department-wide directive instructed o�cers to “focus
intelligence-led enforcement on a smaller number of persons
and help to create more positive interactions and relationships
with others” (CITE). Thus, while the directive preserved o�-
cer discretion for some purposes, it directed o�cers to reduce
“stops for the sake of conducting stops” (CITE).

To analyze the e�ects of this policy directive, we compared
stops conducted in the 90 days preceding the directive to those
in the 90 days after the change in policy. To the extent that
racial disparities are exacerbated by stops for minor equipment
violations, a reduction in the overall number of equipment
stops would translate to a greater reduction in the number
of Black equipment stops. As a result, this would reduce
the disparity in Black and White stops for these violations.
At the same time, the relative reduction in stops from this
policy may be higher for White drivers, since the directive
preserves discretionary stops for the purpose of investigation.
We tested these hypotheses using poisson regression, regressing
stop counts on stop type, driver race, and intervention period,
as well as the interaction between these factors. This analysis
revealed a significant three-way interaction between these
variables, b= .46, z=4.02,p<.001.

Follow-up contrasts confirmed that OPD o�cers conducted
fewer equipment violation stops in the period following the
directive (b=-.56 [-.64,-.48] , z=-13.57, p<.001), while the
number of moving violation stops remained constant, b=.04
[0,.08] ,z=1.83 p=.07. In line with our predictions, the de-
cline in equipment stops was larger for Black drivers (749
stops) compared to White drivers (304 stops), translating to
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Fig. 3. Total traffic stops conducted in the 90 days preceding and following OPD directive constraining discretionary stops. The lower panels summarize the total stops pre and
post-directive, while the upper panels disaggregate this data by 30-day intervals.

a 19% reduction in the racial disparity in equipment stops
(b=-.21, [-27,-.15], z=-6.83, p<.001). Alongside this net re-
duction in racial disparity, the relative e�ects of the directive
di�ered across race, b=-.26 [-.34,-.18], z=-6.27, p<.001. Where
equipment stops of Black drivers declined by 26% in the post-
directive period (b=-.30,[-.36,-.25] ,z=-10.55, p<.001), the
number of White equipment stops fell at a rate of 56% (b=-
.82, [-.97,-.67], z=-10.57, p<.001). These results illustrate
that department-level policy corresponded to changes in police
o�cer behavior, reducing racial disparities, albeit in an uneven
manner.

5. Discussion

As US Chief Justice Warren Burger once acknowledged, “the
police o�cer working the beat makes more decisions, and
exercises broader discretion a�ecting the daily lives of people
every day, and to a greater extent, than a judge will exercise in
a week” [12]. Given the profound impact of discretionary stops
on the everyday lives of the communities they serve, police
departments have a responsibility to gauge racial disparities in
the use of o�cer discretion. While such gradations in discretion
are crucial in perceptions of the legitimacy of a stop [13],
they cannot be captured with traditional forms of police data.
Using natural language processing techniques to analyze o�cer-
written stop narratives, we develop an instrument sensitive
enough to measure degrees of discretion and powerful enough
to apply to large amounts of data.

These methods reveal systematic di�erences in the expe-
riences of white and African-American drivers. In a year’s
worth of tra�c stop data, we find racial disparities in the
discretion used in stops of black and white motorists: black
drivers are more likely to have been stopped for minor equip-
ment violations than their white counterparts. At the same
time, these gaps are not set in stone. Applying our compu-
tational methods to policy analysis, we find evidence that
institutional policies can reduce disparities in discretionary
stops. What drives these disparities? One possibility is that
these disparities reflect di�erences in driver behavior across
races. For example, to the extent that there are racial gaps in
income, it is plausible that the costs of vehicle registration and
maintenance may be more prohibitive for African Americans.

Another potential explanation is that racial gap in discretion
is due to the actions of a few biased o�cers. However, we
show that our results were not driven by “a few bad apples”;
although there was significant variation among o�cers, the
link between driver race and discretionary nature of stops
(the fixed e�ect of race) persists even after accounting for this
variance. Moreover, the decline in equipment stops following
the policy directive suggests that the enforcement of these
o�enses is sensitive to top-down guidance on o�cer discretion.

A third explanation for these results is that high-discretion
stops allow o�cers to act on prior intelligence not listed in the
narrative, such as daily bulletins or weekly priorities. To the
extent that members of ethnic minorities are over-represented
among individuals thus targeted for apprehension, this alone
could explain why they are over-represented among discre-
tionary stops. Note, however, that senior o�cers rating our
initial sample very rarely (2%) identified any role for prior
intelligence in justifying the stops. If this is in fact the case
with our data, the costs of this practice fall largely on black
motorists, a point made all the more striking considering that
we limited our analysis to cases that did not end in arrest.

Regardless of their source, such disparities carry troubling
implications for black drivers who are stopped by the police.
When white drivers are pulled over, they are often in circum-
stances where the o�cer had little choice but to stop them.
Black drivers, on the other hand, are more likely to be stopped
in situations where the o�cer relied on more of their own judg-
ment in pulling them over. In the moment, such ambiguity
can engender anxiety and concerns among minorities of being
stereotyped by the o�cer [14]. The e�ects of such encounters
persist long after the stop, however, a�ecting citizens’ assess-
ments of police legitimacy, willingness to cooperate with the
police, and obedience towards the law [15]. In this respect,
racial disparities in discretion pose a risk for citizen and police
alike.

Our study also demonstrates for the first time how natural
language processing techniques can shed light on aspects of
policing that communities and police departments recognize as
important, but are unable to measure. While we use such data
as a window onto stop discretion, researchers and practitioners
could apply these techniques to examine other aspects of
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policing. Such technologies can not only detect disparities
in various aspects of policing, but also assess the e�cacy of
e�orts to address these shortcomings.

Materials and Methods

Obtaining Police Officer Judgments on Discretion. We obtained the
stop type labels and severity ratings for the vehicle stops of white or
black drivers from April 2014 (N=1009) by having human experts
manually analyze the corresponding stop narratives. These stop
type labels and severity ratings are used for the analysis presented
in Section 1, as well as to train the computational models presented
in Section 2. We recruited thirteen senior OPD o�cers as experts
and used 10 stop narratives from our data to train them. We split
the remaining narratives into ten sets of 100 narratives each (except
one, which contained 99). Three of these sets were coded by two
experts each to measure inter-coder consistency, while the remaining
seven sets were coded by single expert (see SI for details). In the
first round, the experts identified the stop types as moving violation
stops, equipment violation stops, or other (stops based on actionable
intelligence, reasonable suspicion, probable cause, or those appear
to be pretextual). In a second round, the same experts rated the
severity of the stops they annotated in the first round on a 4-point
scale, ranging from 1 (Very Minor) to 4 (Very Severe).

Data Preprocessing:. The stop narratives we use comes from the
narrative field in OPD’s stop data form, filled by the conducting
o�cer of each stop. We first heuristically cleaned the text in this
field to remove any table dumps, copies of crime records, etc.,
that o�cers sometimes paste along with the narrative text. We
then applied the Stanford CoreNLP system [16] to perform natural
language processing preprocessing steps such as word tokenization,
sentence segmentation, part of speech tagging, and lemmatization
on the narrative text. We explicitly removed a list of words that
refer to the race of the driver (e.g., black, mw (male white), afr ; see
SI for the full list) from the narrative text, in order to ensure that
the model is not biased by the race of the driver.

Detecting Offenses from Stop Narratives. :
One of the strong indicators of the type of the stop as well as its

severity is the o�ense(s) for which the o�cer initiated the stop. We
devised a method to automatically extract the mentions of o�ense(s)
from stop narratives. First, we extracted a list of over 400 OPD
vehicle codes from the “Data dictionary for OPD Crime Reports”,1
and marked occurrences of any of these codes in the stop narratives.
From this list, we excluded few frequently occurring o�enses that
the o�cer would find out only after having made the stop (e.g., the
o�ense of not having the proper insurance documentation), since
they cannot be the reason for the stop.

However, this method su�ers from lack of coverage as not all
narratives explicitly mention the codes, and lack of precision as some
codes are ambiguous (e.g., VC24252 can be used for both headlight
and tail light violations, the former a more severe o�ense than
the latter). We therefore further improved this method by using
automatically extracted words and phrases that may be used to
describe the o�enses. We trained a word embedding model [17] using
all the 30K narratives from the entire year. The word embedding
uses word co-occurrence measures to associate words and phrases
with similar meanings together. We use a 400 dimensional vector
with a skip gram window of 5 to build the word embedding model.
Then, for each of the ten most frequent o�enses, we manually curated
the top 100 closely related words/phrases to assemble the words
that are commonly used to refer to that o�ense. These word lists
were especially useful for distinguishing between stops for tail light

violations from those for head light violations as they both may be
referred to using the same vehicle code. It also helped significantly
in detecting stops for speeding violations (refer SI for more details).
This o�ense labeling method was able to find over 80% of the ten
most frequently occuring o�enses with a high precision of 97%, when
evaluated against 314 stops that were hand-labeled for o�enses.

1http://data.openoakland.org/sites/default/files/OPDCrimeReportsMetadata.pdf

Stop Type Classifier. :
Using the stop type labels from experts, we built a model to

classify each stop narrative to be one of the three types — moving
violations, equipment violations, and other. We used the one-vs-
all multi-class support vector machine algorithm [18] that trains
a separate binary classifier for each stop type and then chooses
the label based on the prediction confidence of each classifier. We
use a linear kernel SVM with the regularization parameter set to
1. Our model uses two types of features — WordNGrams and
DetectedO�enses. WordNGrams contains the bag of unigrams
(individual words) and bigrams (word sequences of length two) in
the narrative as features. The bigram word sequences do not cross
sentence boundaries. We exclude unigrams/bigrams that occur less
than five times in the data. DetectedO�enses denotes the o�enses
detected using the method described above.

Upon 10-fold cross validation, our stop type classifier obtained
an overall accuracy of 88.1%. More specifically, it correctly identi-
fied 92.4% of all the equipment stops (i.e., recall) with a precision
of 85.8%. On the other hand, 88.6% of all moving violation stops
were correctly identified by the model, with a precision of 91.8%.
Both WordNGrams and DetectedO�enses contributes to this perfor-
mance; removing either reduces the accuracy to 87.5% and 82.6%,
respectively. We use this model to obtain stop type labels on the
entire dataset.

Stop Severity Predictor. : Using the stop severity ratings from ex-
perts, we built a model to automatically predict a real-valued sever-
ity estimate for each stop based on the stop narrative. We used the
support vector regression [19] algorithm using a quadratic kernel to
train the model. In addition to WordNGrams and DetectedO�enses,
we experimented with a third feature, PredictedStopType to capture
the prediction made by the stop type classifier. The best perfor-
mance was obtained using the combination of DetectedO�enses and
PredictedStopType, where the predicted severity ratings obtained
a correlation of 0.68 with expert ratings. This corresponds to an
R2 of 0.4264, and an RMSE of 0.7658. We use this best performing
severity prediction model to obtain ratings on the entire dataset.
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